
Project(Presenta,ons(
for(the(GPU(Course(

Thomas(Möllenhoff,Mohamed(
Souiai,Rudolph(Triebel,(Emanuele(

Rodula(,(Michael(Moeller,(Jakob(Engel,(
Caner(Hazirbas,(Jan(Stühmer(

(



Unsupervised(FigureIGround(Segmenta,on((
(

Input Kim et al. [17] Brown et al. [7] Our approach

Figure 1. We propose a sequential convex programming approach for mutual-information-based unsupervised image segmentation. In
contrast to curve evolution techniques, e.g. Kim et al. [17], our approach reasonably separates photometric distributions of figure and
ground and is robust to initialization, therefore it allows to achieve high quality solutions. Obviously, even a convex formulation of the
Chan-Vese model [9], e.g. Brown et al. [7], fails entirely when applied on above examples due to the complex coloring of the images.

parametric methods. Note that all the curve evolution equa-
tions mentioned above were implemented using the level-
set method [21], which is a gradient-based local search al-
gorithm.

Convex Relaxation Methods During the era of classi-
cal variational and graph-theoretic approaches, the consid-
erable efforts taken to find globally optimal solutions of
energy models for various types of computer vision prob-
lems have recently opened up the realm of convex relax-
ation techniques [11]. For example, the seminal work
of Nikolova et al. [20] tackles the two-phase instance of
the Mumford-Shah functional and devised a convex for-
mulation in terms of the indicator function of the object.
Based on their work and the calibration approach of Al-
berti et al. [2], Pock et al. [23] proposed an efficient algo-
rithm to find near-optimal solutions of the piecewise smooth
Mumford-Shah functional. Similarly, Brown et al. [7] com-
pletely convexified the Chan-Vese model [9] with respect to
region-based variables and the geometric unknown.

Convex Relaxation Methods for Statistical Distances
The convex relaxation techniques have been gradually ex-
panding to find globally (or near) optimal solutions for en-
ergy models inspired by various types of statistical distance
measures. A notable relaxation (among others such as those
making use of user inputs, e.g. scribbles or bounding boxes)
is the work of Punithakumar et al. [24]. The authors pro-
posed a sequential bound optimization technique for the
Bhattacharyya coefficient between a given (a priori known)
distribution and distributions of the candidate figures to be
segmented. However, to the best of our knowledge, little
attention has been paid to convex relaxation methods for
unsupervised image segmentation, except for the work of
Ni et al. [19]. In their work, they proposed an energy func-
tional which consists of the Wasserstein distance between

(local) intensity histograms from disjoint regions, and the
total variation regularization. The energy is only convex
with respect to the geometric unknown, and is minimized
by an alternating scheme.

1.3. Contribution

In this paper, we consider the fully unsupervised figure-
ground segmentation problem, namely the chicken-and-egg
problem of jointly computing a segmentation and respective
color distributions. This problem combines maximal color
separation with spatial regularity and can be formulated as
the following functional:

min

F⇢⌦

Per(F ;⌦)� �D(PF , PG), (1)

where ⌦ and F denote an image domain and the foreground
region, respectively; and the perimeter of F is denoted as
Per(F ;⌦). PF and PG denote the color distributions of
the foreground and background, respectively; and D(·, ·)
is some metric on the space of probability distributions
(weighted by a parameter � > 0). Our main contribution is
to establish a family of convex upper bounds of the mutual
information—which can be rewritten as a convex combina-
tion of Kullback-Leibler divergences—in such a way that
it can be efficiently minimized by sequential convex relax-
ation. A generalization for vector-valued images turns out
to be straightforward; on the other hand, there is no closed
form representation for vector-valued images in the case of
the Wasserstein distance [19].

The remainder of the manuscript is organized as follows:
In Section 2, we introduce, step by step, a functional which
combines the negative mutual information of color distribu-
tions with a weighted total variation regularization encoding
the boundary length. In Section 3, we show how this formu-
lation can be minimized by constructing a sequence of con-
vex upper bounds, each of which can in turn be efficiently
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I  ; training data 
h ; split function (weak learner) 
s ; split parameters 
m; number of samples 
c ; class label of sample 
i  ; class index 

*http://opticalengineering.spiedigitallibrary.org/article.aspx?articleid=1653276 

Random Forests 
 
! Ensemble of Decision Trees 

! Capable of Multi-Class Object 
Recognition 

! Fast Classification 

! Can be parallelizable on GPU 
•  each tree 
•  each node at same level 

P(ci | I) 

Caner&Hazirbas& c.hazirbas@tum.de&/&room&:&02.09.041&

Prediction : 



APPROXIMATED GEODESICS ON CURVED SURFACES
Problem: Compute geodesic 
distances and paths on 
arbitrary 3D surfaces.

Goal: Implement the state-of-
the-art Parallel Marching 
method described in the 
paper.

(trailer time!)



Variational Depth from Focus

Reconstruct a depth map from di↵erently focused images

min
d

Z

⌦
�C (d(x , y)) + |rd(x)| dx dy
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Porting LSD-SLAM to GPU

    

Large-Scale 

Monocular Direct 

Keypoints

https://github.com/tum-vision/lsd_slam

Project Proposal: 
Port part of

LSD-SLAM to the GPU.
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Semi-Dense Depth map for Image Tracking

 Tracking: Minimize photometric error using Gauss-Newton

KF image KF depth back-warped 

new frame

Camera Pose 

in            

Depth estimate
 Gaussian inverse depth coding

 Triangulation and Pixelwise

filtering

 Information selectionimage inverse depth inverse depth variance

Do it on GPU !

 Embarassingly Parrallel workload (Lot of independant projections for computing error)
 Real-time requirement limit us to 320x240 images on CPU.
 Heavy task in LSD-SLAM (used for finding loop closure constraints)
 Computationnal needs become more important with complicated projection functions. 

● (Omnidirectional Camera...)
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It is already real-time on CPU...

● It still needs a powerful CPU
● Speed is robustness
➢ Would help to offload CPU
➢ Could go embedded ...

Why would YOU want to do that ?
● Some great improvement should be doable in three weeks.
● You will integrate your code in a state of the art system.

● (ICCV 2013, ECCV 2014, ISMAR 2014,...)

● You could end with the fastest dense SLAM system existing around.
● It might be possible, and fun, to try to port it on Tango tablet if you are 

still interested afterward. Yes the lab has two of them (:

So, why using a GPU here ?


